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Abstract

Incompressible flow simulation based on Smoothed Particle Hydrodynamics
(SPH) has been gaining interest in the computer graphics community for more
than a decade. The most prominent reason is; its potential for handling breaking
waves and small scale phenomena such as droplets and interaction with fine
detailed concave objects. However, because of its particle based nature, it has
some inherent problems that not only hinder performance, but also plausibility
of simulations and renderings.

The dominant force for incompressible fluids is the pressure force. Ap-
proaches that are relying on a state equation (SESPH) have been commonly used
for pressure determination until a recent approach, namely predictive-corrective
incompressible SPH (PCISPH) emerged. The most important advantage of
PCISPH over existing methods is allowing much larger time steps.

In this thesis, the standard SPH model and the PCISPH model are discussed
and then two novel approaches are presented; which are targeted at improving
the performance by means of allowing larger time steps. The first improvement
is a boundary handling scheme for SPH fluids. In combination with PCISPH, it
allows even larger time steps compared to existing boundary handling methods.
Additionally, it enhances the plausibility of simulations by allowing more realistic
small scale particle-boundary interactions. The second improvement is an
adaptive time-stepping scheme for PCISPH, which automatically estimates
appropriate time steps independent of the simulation scenario without any
extra parameter setting. Due to its adaptivity, the overall computation time of
dynamic scenarios, especially with highly turbulent fluids is significantly reduced
compared to simulations with constant time steps. When these two methods
are combined, a speed-up of up to an order of magnitude can be achieved.
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Zusammenfassung

Seit über einem Jahrzehnt zeigen Computergraphiker Interesse an inkompres-
siblen Strömungssimulationen basierend auf der Smoothed Particle Hydrody-
namics (SPH) Methode. Der wichtigste Grund hierfür ist das Potential dieser
Methode, brechende Wellen und mikroskopische Phänomene wie Tropfen und
die Interaktion mit detailreichen konkaven Objekten zu simulieren. Auf Grund
seiner partikelbasierten Natur hat diese Methode allerdings auch einige inhä-
rente Nachteile, die nicht nur die Performanz beeinflussen, sondern auch die
Plausibilität der Simulation und der Visualisierung.

Für inkompressible Fluide ist die dominante Kraft die Druckkraft. Für die
Bestimmung des Drucks wurden meist Ansätze, die auf einer Zustandsglei-
chung (SESPH) basieren, verwendet, bis kürzlich ein neuer Ansatz namens
"Predictive-corrective incompressible SPH" (PCISPH) vorgestellt wurde. Der
entscheidende Vorteil von PCISPH gegenüber anderen existierenden Methoden
ist die Möglichkeit, größere Zeitschritte zu verwenden.

In dieser Arbeit werden das Standard-SPH-Modell und das PCISPH-Modell
diskutiert. Dann werden zwei neue Ansätze präsentiert, welche die Performanz
dadurch verbessern, dass sie größere Zeitschritte ermöglichen. Die erste Ver-
besserung ist ein Ansatz zur Kontaktbehandlung von Starrkörpern und SPH
Fluidpartikeln. In Verbindung mit PCISPH ermöglicht diese Methode die Ver-
wendung noch größerer Zeitschritte als andere Ansätze zur Kontaktbehandlung.
Die zweite Verbesserung ist ein adaptives Zeitschrittverfahren. Dabei wird der
benötigte Zeitschritt automatisch geschätzt, unabhängig von dem Simulationss-
zenario, und ohne zusätzliche Parameter setzen zu müssen. Durch das adaptive
Anpassen des Zeitschritts wird die Gesamtberechnungszeit von dynamischen
Simulationen deutlich reduziert, insbesondere für hochturbulente Flüssigkeiten.
Die Kombination der vorgestellten Methoden kann die Gesamtsimulationszeit
um mehr als das Zehnfache verringern.
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1
Introduction

Physically based animation techniques are indispensable in the current world of
computer graphics. Especially since the beginning of the 21.century, with the
increasing computing power of consumer hardware, many plausible physically
based techniques have been introduced for various phenomena including; rigid
and elastic objects, cloth, hair, fire, smoke and liquids. Today, these techniques
mostly replaced hand animating those phenomena, which has been a very difficult
task and getting realistic results has been very hard. Nowadays, physically
plausible animation can be seen in movies, commercials, and even in computer
games. A physically based fluid animation with photorealistic rendering can be
seen in Figure 1.1.

Among those phenomena, one of the most demanding ones in terms of
computation amount and realism has been fluids. There are basically two
types of fluids, compressible fluids like gas and smoke, and incompressible
fluids like water. For describing the governing equations of fluids numerically,
there are two viewpoints, which are called Eulerian [MMS04, TKPR06] and
Lagrangian [APKG07] models. Those two approaches are distinguished by where
the data is gathered from the fluid at the moment of the simulation. In Eulerian
approaches, the data is taken from fixed points in a grid, where in Lagrangian
approaches, the fluid is discretized by particles which are freely moving along
the velocity field and the data are collected from those particle positions. The
difference is illustrated in Figure 1.2. Both approaches have advantages and
disadvantages. Some of the most notable strengths of grid based methods are;
the quick solution of the incompressibility condition, unneeded neighbor search,
relatively easy surface extraction and efficient parallelization. While those
properties have generally favored grid based methods for computer animation,
increasing demands for realism rendered them insufficient since small scale effects
such as breaking waves, splashes and droplets require sampling of the simulation
domain using a very high resolution grid, or a more sophisticated data structure.
Insufficient grid resolution commonly causes voxelization artifacts for grid
based methods which causes numerical difficulties that usually results in visible
mass loss. Lagrangian methods on the other hand are able to capture those
small details because of the dynamic nature of the sampling process. Another
important advantage of Lagrangian methods is that, the simulation domain is
not bounded by a grid, but can be infinite. However, there are also downsides of
Lagrangian methods compared to Eulerian methods, some of which are positive
sides of Eulerian methods. Semi-Lagrangian methods [FF01, LTKF08] have
appeared to combine the best parts of both methods in the literature.
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Chapter 1. Introduction

Figure 1.1 – The Glass scene. Three frames from an animation sequence where white
wine is poured into a wine glass. Around 75K particles are used for the simulation.
The whole glass consists of 39K boundary particles. Overall computation time is
4 minutes, ∆tmin = 0.0015, ∆tmax = 0.0022. For each frame, an isosurface for the
particles is constructed using the method described in [SSP07] and rendered using
POV-Ray with advanced rendering techniques including image based lighting and
radiosity.

A commonly used Lagrangian method, Smoothed Particle Hydrodynamics
(SPH), was originally designed for solving astrophysical problems by avoiding
the limitations of finite difference methods in the 70’s. Since the early 90’s,
SPH has been used to solve for fluid equations of motion and allowed simulating
incompressible fluids by computational physics community [Mon92]. Beginning
with the middle of the same decade, because of the increasing needs of the
entertainment industry for further realism, it has also been gaining interest
by computer graphics community. This thesis focuses on the simulation of
incompressible fluids with large time steps using the SPH method.

In SPH approaches, enforcement of incompressibility is a challenging problem
and there exist different strategies to address this issue. For example, projection
schemes (similar to Eulerian methods [EFFM02]) are successfully employed
for particle based approaches, e.g. [CR99, LKO05, HA07, SBH09]. In these
methods, velocities are projected onto a divergence-free space by solving a
Poisson equation. Small density fluctuations are enforced. The projection,
however, is rather expensive to compute for growing number of particles.

In order to reduce expensive computations, state equations are commonly
used in computer graphics. These equations relate the density with the pressure,
while a stiffness parameter governs the compressibility. For more compressible
fluids, the gas equation [MCG03] and for weakly compressible fluids (also
known as WCSPH), the Tait equation [Mon94, BT07] are generally used1. The
incompressibility is achieved by simulating acoustic waves traveling inside the
medium. In order to achieve small density fluctuations, however, the stiffness
has to be chosen rather large. This results in large pressure jumps for small
density variations, which in turn requires small time steps. Additionally, the
stiffness parameter has to be reset for each different simulation configuration
and it is a very difficult job before running the simulation. It may be easy for

1As explained in Section 3.1.3 , Tait equation does not have any visible advantage over
ideal gas equation if the stiffness parameter is chosen the same.
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1.1. Contribution

(a) Eulerian approach (b) Lagrangian approach

Figure 1.2 – In Eulerian approaches (a), the fluid quantities such as velocity and
pressure are measured at fixed points in the simulation domain, which results in
coarser sampling compared to Lagrangian approach (b), where the particles themselves
carry those mentioned physical quantities. In both figures, arrows illustrate their
velocities, and colors represent their relative pressures.

simple settings such as dam breaks [BT07], but in general it is very hard to set
up, even impossible for dynamic simulation environments.

Recently, a promising method for incompressible SPH has been proposed by
Solenthaler and Pajarola [SP09]. In this approach, incompressibility is enforced
by iteratively predicting and correcting the density fluctuation. This predictive-
corrective incompressible SPH method (PCISPH) provides very smooth density
and pressure distributions, resulting in significantly larger time steps compared
to the WCSPH method. Although the computation time per simulation step is
comparatively larger because of the minimum number of convergence iterations,
the overall computation time of a simulation is much smaller because of the
larger time steps. In PCISPH, the density error is propagated within the fluid
until the compression is resolved. Because of the formulation of the algorithm,
large time steps result in larger density deviations. Hence, for large time steps
or strong impacts, the generally low number of required iterations can grow,
even become infinite if the time step is relatively large to produce a reasonable
density error. In those cases, a smaller time step with less iterations might be
more efficient.

The number of required iterations also depends on the boundary handling
scheme. Basically, existing schemes apply penalty forces, e.g. [MST+04], or
force and position corrections, e.g. [BTT09] and [HKK07]. However, for large
time steps typically used in PCISPH, either stiff penalty forces are required
or particle stacking occurs in high density regions. High density fluctuations
can occur close to the fluid-boundary interface with a negative influence on the
time step. The visual quality also degrade considerably since the particles tend
to stick to the boundaries.

1.1 Contribution

In this thesis, a predictive-corrective boundary handling method for one way
fluid-rigid coupling is presented. In contrast to existing methods, the pressure
on the boundary is taken into account. Particle stacking is avoided and thus,
high density differences at the boundary. The proposed scheme is applied to
the PCISPH method and it is shown that high compressions are resolved more
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Chapter 1. Introduction

smoothly compared to existing boundary methods. Therefore, not only larger
time steps can be used, but also the fluid-boundary interaction quality improves
significantly.

Furthermore, an adaptive time-stepping scheme for PCISPH is presented.
This scheme automatically adapts the time step according to the density fluc-
tuation, the maximum velocity and acceleration. The adaptive time-stepping
reduces the overall computation time and can handle shocks. The initial time
step is automatically determined depending on the scene configuration.

In combination with PCISPH, the proposed boundary method can handle
larger time steps compared to [BTT09] and [HKK07]. The adaptive time-
stepping scheme further improves the performance up to an order of magnitude
compared to constant time-stepping.

While experimenting with the various techniques that are explained in this
thesis, a new simulation and surface visualization software was built together
with Markus Ihmsen and Gizem Akinci.

1.2 Thesis Outline

In the next chapter, the related literature is covered for the topics handled. In
the beginning of Chapter 3, the basic SPH methodology is motivated and de-
scribed. Subsequently, pressure computation using ideal gas and Tait equations
is explained and those two state equations are compared in terms of compress-
ibility and time step. Afterwards, the PCISPH method is derived and explained.
Finally, the new static boundary handling and adaptive time stepping methods
are constructed upon PCISPH. Chapter 4 explains important implementation
related details, such as adaptive generation of boundary particles, parallelization
and important aspects of our new simulation software. Chapter 5 provides data
on the measurements and results about introduced techniques. Finally, Chapter
6 concludes the thesis and briefly discusses possible future work.
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2
Related Work

Various simulation techniques have been developed to simulate physical behavior
of fluids. They are generally divided into Eulerian methods and Lagrangian
(also known as particle based or mesh free) methods. Until the last decade,
most of the research have been towards Eulerian approaches because of their
advantages briefly discussed in the introduction.

In the first section, important milestones for grid based methods are sum-
marized, along with the recent developments in semi-Lagrangian schemes. Af-
terwards, the next section presents the SPH literature in more detail, especially
in terms of incompressibility, boundary handling and adaptive time-stepping.

2.1 Grid based methods

One important milestone for grid based methods in computer graphics literature
is the work by Foster et al. [FM96], where they introduce a finite-difference
solution for the whole Navier-Stokes equations in three dimensions with one way
rigid-fluid coupling. So as to track the free surface, they used a level set function
and 2D surface marker particles. In [Sta99], an unconditionally stable solver
for 3D fluid simulation based on Navier-Sokes equations is presented where the
most important difference is the replacement of the finite difference scheme of
[FM96] by a semi-Lagrangian method to improve performance and stability. In
order to alleviate mass loss and capture thin features in grid based methods,
the particle level set method (another semi-Lagrangian method) [EFFM02] and
the combination of the level set method with the volume of fluid method is used
[MMS04]. Another method to preserve fine features is proposed in [WTGT10],
where a mesh-based surface tracking method is employed. The advection part
of the Navier Stokes equations generally results in numerical dissipation and
causes undesired damping on the movement. This negative effect has been
alleviated using vorticity confinement as proposed in [SRF05].

Semi-Lagrangian methods in general try to combine the benefits of Eulerian
and Lagrangian methods. Zhu and Bridson [ZB05] used the Particle in Cell
(PIC) method [HW65] for viscous flows such as sand, and the Fluid Implicit
Particle (FLIP) method [BKZ92] for less viscous fluids like water successfully.
Their simulations are augmented with a background grid. Later, Losasso et al.
[LTKF08] coupled particle level sets with SPH to reduce volume loss for free
surfaces and also for allowing small scale effects such as spray and foam. Those
recent developments have been gaining interest of the community because of
their ability for handling large scale scenarios with plausible results.

13



Chapter 2. Related Work

2.2 SPH based methods

Physically plausible fully Lagrangian incompressible fluid simulation in computer
graphics was firstly presented in the Master’s thesis of M. Roy [Roy95], which
was mainly based on the Monaghan’s work [Mon94] established upon SPH.
After several years, as the computing power of consumer hardware improves, it
was also applied to real time computer graphics by Müller et al. in [MCG03] by
using different kernel functions and a state equation with low stiffness to make
the simulations faster for the sake of interactivity. The basic SPH methodology
is applied to different sorts of fluid problems including simulation of rivers
[KW06], multi-phase fluid-fluid interactions [MSKG05, SP08] and viscoelastic
fluids [CBP05]. GPU implementations are also proposed; using pixel/vertex
shaders [HKK07], and recently using CUDA [GSSP10]. So as to reduce the
computation times, adaptive particle resolution schemes are also proposed for
CPU [APKG07] and GPU [ZSP08, YWH+09].

2.2.1 Incompressibility

The above mentioned approaches generally use an equation of state to relate
density to pressure which usually results in so called weakly-compressible
behavior. So as to get truly incompressible behavior in SPH (ISPH), [PTB+03]
and [CR99] computed divergence-free velocity field similar to most grid-based
approaches. While those approaches eliminate all acoustic waves caused by
the equation of state and allow much larger time steps, they require pressure
Poisson equation solve in each time step, which is very expensive to compute
for an increasing number of fluid and boundary particles. Recently, Bao et al.
[BZZW09] dealt with the incompressibility problem by transporting the local
pressure disturbance to the neighboring area iteratively to improve the stability,
and the time steps of simulations. However, the method is hard to set up for
optimal performance gain because of the relaxation factors used. Another recent
publication dealing with the incompressibility problem of SPH iteratively is
by Solenthaler et al. [SP09], where they use a prediction-correction scheme to
determine the correct particle pressures to satisfy the reference density of the
fluid being simulated. As stated in the original article, this method combines
the relatively small computation time per step of the equation of state based
SPH, with the large time steps of solving pressure Poisson equation.

2.2.2 Boundary handling in SPH

In most SPH simulations, boundary conditions are enforced using penalty forces
that scale with the distance of the fluid particle to the boundary. In [Mon94],
boundary was sampled with particles which exert central Lennard-Jones penalty
forces. For this formulation, the boundary force scales polynomially with the
distance of the fluid particle. This causes large pressure variations in the fluid.
Thus, the time step has to be chosen rather small for weakly compressible fluids.
Furthermore, the repulsion force exerted on a fluid particle moving parallel to
the boundary is not constant which fluctuates the flow.

Müller et al. [MST+04] adapted the penalty based forces to simulate the
interaction of SPH fluids with particle sampled deformable meshes. They
achieved realistic two-way coupling by using a smooth formulation of the

14



2.2. SPH based methods

(a) (b)

(c) (d)

Figure 2.1 – Comparison of some of the most common types of boundary handling
schemes to the proposed method. (a) Penalty based approaches using boundary
particles, where the applied force is a function of distance. (b) Frozen particles. (c)
Ghost particles, where the small arrows are denoting the velocities of the particles.
(d) The proposed approach. Distance based forces in (a) are illustrated with red
arrows. Since the forces in the other boundary methods are based on fluid equations
of motion, simple arrows are not drawn.

Lennard-Jones forces. Later, Monaghan [Mon05, MK09] employed a more
stable form of the repulsion forces using a scaled version of the cubic spline
kernel and Wendland [Wen95] kernels. They sampled boundaries using boundary
particles with inter-particle spacing of at least half of the equilibrium distance
of the fluid particles, which is relatively costly in terms of memory for large
simulation domains. Nevertheless, the main difficulty in pure penalty based
approaches is still controlling the stiffness parameter. This parameter has to be
balanced such that boundary penetration is avoided, while not causing pressures
that are too high. Therefore, small time steps are required to produce smooth
pressure distributions. Hence, the stiffness parameter and consequently the
time step must be chosen carefully for each scenario. The general behavior of
these methods is illustrated in Figure 2.1a.

In order to achieve a smoother pressure distribution on the boundary, two
methods also take into account the density on the boundary, namely the ghost
particle and the frozen-particle method. In the ghost particle method, fluid
particles close to the boundary are mirrored across the boundary. A ghost
particle gets the same pressure, viscosity, mass and density of its corresponding
fluid particle while the normal component of the velocity is inverted (Figure 2.1c).
This method was successfully employed to simulate different slip conditions
for straight [HA06] and curved [MM97] boundary surfaces. Ghost particles
are generated on the fly and thus, for complex boundaries, they are hard to
generate. Furthermore, ghost masses might be introduced in sharp regions. In
[FG07], fixed predefined mirror particles are proposed in order to handle sharp
regions.

Some authors proposed to sample boundaries with frozen fluid particles
(Figure 2.1b). The frozen to fluid particle interaction is computed in the same
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Chapter 2. Related Work

way as the fluid to fluid particle interaction. However, the frozen particle
positions are not integrated for static boundaries, while for rigid bodies they
are restricted to rigid-body motion [SSP07, KAD+06]. A variation of the frozen
particles method, using two layers of boundary particles in a staggered grid was
also proposed to further improve the stability and correctness [DK01].

The density variation on the boundary is quite smooth for ghost and frozen
particles boundary methods since the boundary pressures are computed in the
same way as for the fluid. However, for turbulent flows, the time step has to be
chosen small enough in order to guarantee non-penetration.

None of the above-mentioned boundary handling methods control the par-
ticle position after collision directly. Therefore, high pressure forces might
be introduced if the repulsion force is too strong. In order to overcome this
problem and to have more control on the boundary condition, direct-forcing
approaches were applied. In [BTT09], one- and two-way coupling of rigid bod-
ies and fluids was realized by computing control forces and velocities using a
predictor-corrector scheme. This method can simulate different slip conditions.
Furthermore, non-penetration is guaranteed for each time step, which prevents
large (penalty) forces. Therefore, larger time steps can be used in this method.
However, stacking of particles occurs in high-density and sharp-feature regions
like corners. The stacking leads to irregular density distributions close to the
boundary. Harada et al. also applied a distance-based control force [HKK07]
that constrains the fluid particle positions to the boundary surface if formulated
in a predictive-corrective way. In order to avoid stacking artifacts, a wall weight
function is employed which adds a weighted contribution of the boundary to
the fluid density. This value is precomputed and depends only on the distance
of the fluid particle to the boundary. It was experienced that the stacking of
particles is reduced in this approach. However, it also suffers from irregular
density distributions at the boundary which might lead to oscillations.

In this thesis, a new boundary handling scheme is proposed that incorporates
density estimates at the boundary into the pressure force acting on the fluid.
Similar to [BTT09], the particle positions are predicted and corrected. However,
by taking the current pressure on the boundary into account, smoother density
distributions at fluid-boundary interfaces are achieved and stacking of particles
is prevented (Figure 2.1d). For the proposed scheme, larger time steps can be
used compared to existing approaches while parameter tweaking is not required.

2.2.3 Adaptive time-stepping in PCISPH
Variable time step selection in SPH can be done according to the conditions
proposed in [MK99]. The proposed time step control is dependent on the force
terms, the Courant-Friedrichs-Lewy condition and the viscous diffusion term.
In PCISPH formulation however, there doesn’t exist a speed of sound term that
determines the compressibility, but the pressure is directly dependent on the
time step. Hence, any sudden change in time step results in artificial pressure
shocks that diverges simulations. For this reason, a new adaptive time-stepping
technique for PCISPH is proposed in this thesis which deals with the mentioned
problem by smoothly changing the time step as much as possible.
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3
Theory

3.1 Smoothed particle hydrodynamics

Invented independently by Lucy [Luc77], and Gingold and Monaghan [GM77],
SPH is a mesh-free Lagrangian solver for free-surface hydrodynamics problems.
It emerges from the basic idea of representing a generic field variable A as an
interpolation through interpolation integrals of all the known values of the same
variable in the domain of interest. They define the integral representation of a
function or field variable A(x) as

A(x) =

ˆ
Ω

A(x′)δ(x− x′)dx′, (3.1)

where x is the position vector; Ω is the volume of the integral that contains x
(also known as the influence domain); dx′ the differential volume element, and
δ is the Dirac delta function defined as

δ(x) =

{
∞ |x| = 0

0 |x| 6= 0
. (3.2)

and is constrained to satisfy
ˆ ∞
−∞

δ(x)dx = 1 where x = |x|

A can be approximated by replacing the delta function by a smoothing kernel (or
weighting) function W with smoothing length h where it controls the weighting
in the influence domain Ω as

A(x) =

ˆ
Ω

A(x′)W (x− x′, h)dx′. (3.3)

(3.3) should approach (3.1) in the limit as h→ 0, hence W should behave like
the delta function

lim
h→0

W (x− x′, h)dx′ = δ(x− x′).

For the correctness of the approximation,W should satisfy some other conditions
such as positivity inside the domain Ω

W (x− x′, h) > 0⇐⇒ x′ ∈ Ω,

17



Chapter 3. Theory

h
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w xij( )h,

j
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Figure 3.1 – SPH particle approximation in 2D.

it should have only compact support, which means it should not sum up from
outside the domain Ω

W (x− x′, h) = 0⇐⇒ x′ /∈ Ω,

it should be normalized ˆ
Ω

W (x− x′, h)dx′ =1,

and finally, W must be monotonically decreasing with increasing distance.
The integral in (3.3) can be written in discrete notation using a finite set

of interpolation points by replacing the integral by a summation, and the
differential volume element dx′ by the volume V , which is the mass m divided
by the density ρ

A(x) =
∑
j

mj

ρj
AjW (x− xj , h). (3.4)

(3.4) requires a sufficient number of interpolation points to compute the
value A as accurately as possible. However, the smoothing length h should also
be very small so as to make the approximation error as small as possible. The
process in two dimensions is illustrated in Figure 3.1.

As required, the spatial derivatives of the function A can be obtained easily:

∇A(x) = ∇
[
mj

ρj
AjW (x− xj , h)

]
,

using the product rule with the assumption that mj , ρj and Aj does not vary
spatially yields,

∇A(x) = ∇
(
mj

ρj
Aj

)
W (x− xj , h) +

mj

ρj
Aj∇W (x− xj , h),

= 0 ·W (x− xj , h) +
mj

ρj
Aj∇W (x− xj , h)

=
mj

ρj
Aj∇W (x− xj , h).
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Hence, just by taking the derivative of the smoothing kernel W , the gradient
and the Laplacian can be written as;

∇A(x) =
∑
j

mj

ρj
Aj∇W (x− xj , h), (3.5)

∇2A(x) =
∑
j

mj

ρj
Aj∇2W (x− xj , h). (3.6)

3.1.1 Fluid equations of motion using SPH
The Navier-Stokes equations, constructed by Claude-Louis Navier and George
Gabriel Stokes in the 19th century; is a set of partial differential equations
that describe the motion of fluids. They have been used to model the motion
of many different sorts of phenomena with different scales including; weather,
ocean currents, galaxies, air flow around objects like cars and aircrafts and
countless other scenarios. In an inertial frame of reference, the basic form of
the equations can be written as,

ρ
Dv

Dt
= −∇p+∇ · T + f , (3.7)

where the convective derivative1 is defined as,

Dϕ

Dt
=
∂ϕ

∂t
+ v · ∇ϕ

where v is the flow velocity, ρ is the fluid density, p is the pressure, T is the
deviatoric stress2 tensor, and f represents external body forces per unit volume
acting on the fluid. The right hand side of (3.7) is in effect the summation of
the body forces such as gravity and divergence of stress (pressure and shear
stress). This formula states the conservation of momentum in a fluid. It is
actually an application of Newton’s second law to a continuum.

In order to fully describe fluid flow, supplementary information should also
be imposed using additional criteria, such as conservation of mass. This can be
achieved through incorporating the mass continuity equation into the system of
equations, which is given in its most general form as:

Dρ

Dt
+ ρ(∇ · v) = 0. (3.8)

The general equation can be written in simplified form, when incompressible
flow of a Newtonian3 fluid is considered

ρ
Dv

Dt
= −∇p+ µ∇2v + f . (3.9)

The only difference between (3.7) and (3.9) is, the shear stress term∇·T becomes
the quantity µ∇2v since the fluid is assumed incompressible and Newtonian

1Also known as “material derivative” or “substantial derivative”.
2A condition in which the stress components operating at a point are not the same in

every direction. Also known as differential stress.
3A fluid is Newtonian if its flow properties can be described by using a single constant

value of viscosity. Water is an example.
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(i.e. the stress is proportional to the rate of strain). Since the density term ρ is
a constant for incompressible flow, mass conservation equation (3.8) simplifies
to the volume conservation equation

∇ · v = 0. (3.10)

However, satisfying (3.10) strictly is computationally too expensive for La-
grangian fluids. For this reason, incompressible fluids can be modeled as slightly
compressible.

In Lagrangian viewpoint, since the quantity moves with the fluid, the
convective term v · ∇v in (3.9) vanishes, which means Dv

Dt = ∂v
∂t . Therefore,

for incompressible Newtonian and Lagrangian fluids, the momentum equation
becomes,

ρ
∂v

∂t
= −∇p+ µ∇2v + f . (3.11)

As mentioned in the beginning, this equation can easily be seen as Newton’s
second law F = ma if both sides are multiplied by the volume Vi of the particle
i, whose equation of motion is computed as,

mi
∂vi
∂t

= −Vi∇pi + Viµ∇2vi + Vifi.

The first two of the forces on the right hand side are, the pressure force −Vi∇p
and the viscosity force Viµ∇2vi. Therefore, it can be written in the form,

mi
∂vi
∂t

= Fpressurei + Fviscosityi + Fexternali .

Finally, the acceleration ai of particle i can be written as

ai =
∂vi
∂t

=
Fi
mi

, (3.12)

where Fi is the sum of all forces acting on particle i. (3.12) is an ordinary
differential equation of second order and can easily be solved using simple
numerical integration schemes, such as Euler, Verlet or Leap-Frog, once the
forces are computed. SPH interpolation method allows the approximations of
those forces as shown in Section 3.1.4.

3.1.2 Density computation
Density computation has a vital importance in SPH, since computations of
all forces rely on the density information. One very straightforward way to
write density is substituting density ρ as the field variable inside equation (3.4),
which becomes,

ρi =
∑
j

mjWij , (3.13)

and is usually called density summation approach [Mon05]. As a shorthand
notation, assuming h is constant, W (xi−xj , h) is written as Wij . Even if (3.13)
is a very natural derivation from (3.4), it causes artificial density decrease along
the boundaries and interfaces where particle deficiencies occur. This problem
introduces errors in force fields which in turn causes spurious simulation artifacts.
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3.1. Smoothed particle hydrodynamics

In order to avoid this, a constant correction technique is proposed in [BK02],
where the density is computed as

ρi =
∑
j

mj
Wij∑
k VkWik

, (3.14)

where Vk describes the volume of the fluid for particle k. Assuming V and m
are constant for all particles, the term reduces to the initial density ρ0 of the
fluid.

ρi =
m

V

∑
jWij∑
kWik

, (3.15)

=
m

V
= ρ0

This correction prevents negative pressure values which have negative influence
on stability4. Negative pressure, in appearance may mimic cohesion like effects,
is very hard to control for the benefit of realistic surface tension, hence is
generally avoided.

Alternatively, the density update can be derived from the continuity equation
as proposed in [Mon92]. It approximates the rate of change of density which
only changes when particles are in relative motion. This alternative form can
be obtained by writing (3.8) as

dρ

dt
= −∇ · (ρv) + v · ∇ρ,

and applying the SPH particle interpolation for the right-hand side, the rate of
change of density of particle i becomes

dρi
dt

=
∑
j

mj(vi − vj) · ∇Wij .

This formulation also has computational advantage over (3.13) since all rates
of change can be calculated in one pass over the particles, where using the
summation approach requires one pass to compute densities (and resulting
pressures), then another pass to compute the accelerations. Even though the
continuity equation does not suffer from artificial density decrease along the
boundaries, in the long run, it does not produce stable results by itself because
of the accumulation of numerical errors and low-order time integration schemes
that are commonly used for performance requirements. So as to overcome those
problems, densities of the particles can be reinitialized every M simulation steps
(e.g. M = 30) using summation density approach with constant correction
(3.14), which is also known as Shepard filter [Pan04] and results in zeroth order
correction. First order correction using Moving Least Squares (MLS) approach
was also proposed [CL03], where the variation of a linear density field can be
exactly reproduced.

From our experiences, the density summation approach with constant cor-
rection is more stable with larger time steps compared to the differential density
update. Additionally, it also conserves the mass exactly. For those reasons,
(3.14) is used for the simulations shown throughout the thesis.

4It is also known as tensile instability. Another technique for correcting tensile instability,
by means of using artificial pressure was proposed in [Mon00].
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Figure 3.2 – Ideal gas equation (top row), Tait equation (middle row) and PCISPH
(bottom row) are compared. Coloring is based on relative pressures for each frame.
Tait equation’s extra stiffness relative to ideal gas equation does not change visual
results for weakly compressible fluids. Relating the change in density directly to
pressure also results in a more noisy pressure distribution for equation of state based
simulations compared to PCISPH. Acoustic waves are also visible for those approaches
as random density variations.

3.1.3 Pressure computation
As mentioned previously, the fluid in the standard SPH formalism is usually
treated as slightly compressible. Therefore, it is possible to use an equation
of state to determine fluid pressure, which is much faster than solving the
pressure Poisson equation. The equation of state based incompressibility works
by simulating acoustic waves in the fluid which propagate pressure values. Two
equation of states are commonly used in practice, namely, the ideal gas equation
[MCG03](3.16) and the Tait equation [Mon92] (3.17)

pi = c2s(ρ− ρ0), (3.16)

pi =
ρ0c

2
s

γ

((
ρ

ρ0

)γ
− 1

)
, (3.17)

where cs is the stiffness parameter that denotes the speed of the acoustic waves
inside the flow, ρ0 is the rest density of the fluid and γ is called the polytropic
constant that is usually chosen 7. Higher cs values yield less compressible
fluids. (3.17) has been used in simple scenarios, like dam breaks to satisfy some
predefined incompressibility [Mon02, BT07]. If examined carefully, (3.16) is
just a special case of (3.17) with γ = 1. As a natural consequence, for values
γ > 1, the Tait equation is stiffer than than the ideal gas equation. From our
observations however, in practice the difference reflected to the simulation results
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3.1. Smoothed particle hydrodynamics

Figure 3.3 – Ideal gas equation and Tait equation comparison. P denotes pressure
(Pa) and %η denotes density fluctuation in percentage.

is not visible (Figure 3.2), since for weakly compressible fluids (where the density
fluctuation for a particle η% < 1%) the difference is negligible5. For example,
with η% = %1 and cs = 50ms ; Pgas = 2.5× 104Pa and Ptait = 2.576× 104Pa.
The behaviors of both equations with η% < %20 is illustrated in Figure 3.3.

3.1.4 Equations of motion

Pressure force computation

The pressure force on a particle can easily be written by approximating the
pressure term −∇p in (3.9) using SPH interpolation [GM77, Luc77] as

−∇pi = −
∑
j

mj
pj
ρj
∇Wij .

For non-viscous fluids, the Navier-Stokes momentum equation (3.11) simplifies
to the Euler equation

dv

dt
= −∇p

ρ
(3.18)

which can be used to write the equation of motion as

dvi
dt

= − 1

ρi

∑
j

mj
pj
ρj
∇Wij . (3.19)

However, (3.19) does not conserve linear and angular momentum exactly, since
the force from particle i to j is not equal and opposite to the force from j to i.
Fortunately, the equation of motion can be written in a form which conserves
linear and angular momentum. After writing the right hand side of (3.18) as

∇p
ρ

= ∇
(
p

ρ

)
+

p

ρ2
∇ρ, (3.20)

5In some sources [MCG03, BT07, YWH+09], c2s is written as a single parameter k which
denotes the stiffness for (3.16) and selected independent from the speed of sound in the flow.
For fair comparison with (3.17) however, writing c2s is more convenient, otherwise the fluid
will get comparatively compressible for k � c2s.
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and applying SPH interpolation to (3.20) directly yields a symmetrized version
of (3.19).

api =
dvi
dt

= −
∑
j

mj

(
pj
ρ2
j

+
pi
ρ2
i

)
∇Wij (3.21)

Pressure force can also be symmetrized by averaging the pressures of particles
as proposed in [MCG03] by using the arithmetic mean of the pressures of
interacting particles as,

dvi
dt

= −
∑
j

mj

(
pj + pi

2ρj

)
∇Wij . (3.22)

In our simulations however, the first form (3.21) is used since, not only it is
directly derivable from (3.18), but also from our experiences it is more stable
and allows larger time steps.

Viscosity force computation

The main purpose of using viscosity forces is to improve the numerical stability
and to allow for shock phenomena. The physical meaning behind viscosity force
term in (3.11) is converting the kinetic energy at macro-scale into the kinetic
energy at micro-scale (heat). Two viscosity force formulations are commonly
used in the literature. The simpler and intuitive one is directly applying SPH
approximation to the viscosity term µ∇2v in (3.11)

dvi
dt

=
µ

mi

∑
j

mj

(
vj
ρj

)
∇2Wij , (3.23)

which again yields asymmetric forces since the velocity field varies from particle
to particle. One natural way to symmetrize (3.23) is to use the fact that the
viscosity forces only dependent on velocity differences and not on absolute
velocities [MCG03]

dvi
dt

=
µ

mi

∑
j

mj

(
vj − vi
ρj

)
∇2Wij . (3.24)

The problem with (3.24) is the reliance to the Laplacian of the kernel function,
which may cause problems since the second derivative in SPH is very sensitive
to particle disordering. For this reason, artificial viscosity is commonly used
[MG83], which can be plugged into the pressure term (3.21) as:

ap,νi =
dvi
dt

= −
∑
j

mj

(
pj
ρ2
j

+
pi
ρ2
i

+ Πij

)
∇Wij , (3.25)

where the viscosity term is

Πij = −ν

(
min(vij · xij , 0)

x2
ij + εh̄2

ij

)
, (3.26)

with the viscous factor

ν =
αhijcs
ρ̄ij

,
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3.1. Smoothed particle hydrodynamics

where α is the viscosity constant, cs is the speed of sound of the flow, vij=vi−vj
and xij=xi − xj . In (3.26), ε v 0.01 is used to prevent a singularity when
xij = 0 and h̄ij = (hi + hj)/2. The artificial viscosity term Πij is Galilean
invariant and vanishes for rigid rotation. The viscosity force basically produces
a repulsive force between approaching particles.

It is observed that using artificial viscosity gives more stable and realistic
results compared to (3.24).

Surface tension force computation

Surface tension effect plays an important role in realistic fluid simulations. On
the molecular level, it is caused by the cohesion of identical molecules and is
responsible for many of the small scale effects of liquids. For the inner parts
of liquids, each molecule is pulled equally in every direction by neighboring
liquid molecules. However, the molecules at the surface are not covered with
identical molecules from all around which causes them to cohere more strongly
to those that are available. As a result, the surface area of the fluid interfaces
gets minimized.

Since the Navier-Stokes equations do not model surface tension effects,
various surface tension models have been proposed for SPH fluids, including
methods for single-phase flow [BT07, TM05] and for multi-phase flow [Mor99,
KAG+05, HA06]. In this thesis, the method proposed by Becker et al. [BT07]
is used which is inspired by the cohesion forces at the molecular level and can
be written as

aci =
dvi
dt

= − κ

mi

∑
j

mjWijxij , (3.27)

where κ is the surface tension constant. The other methods however try to
create the surface tension effect by seeing it as a surface area minimization
problem. The comparison of (3.27) to other approaches can be found in [Bec09].

Since all of the forces are introduced, the total acceleration of a fluid particle,
together with the acceleration caused by external forces aext (such as gravity
and boundary forces) can be written as

atotali =
dvi
dt

= −
∑
j

[
mj

(
pj
ρ2
j

+
pi
ρ2
i

+ Πij

)
∇Wij + κ

mj

mi
Wijxij

]
+ aexti

(3.28)

3.1.5 Smoothing kernels
In the literature, many different kernels have been proposed which are usually
Gaussian-type functions. Early works in SPH used a Gaussian as the kernel
function [GM77], which is defined as

W (x, h) = σe−q
2

(3.29)

where q = ‖x‖ /h and σ (the dimensionality factor) is 1/(π1/2h) in 1D, 1/(πh2)
in 2D and 1/(π3/2h3) in 3D. What dimensionality factor does is simply adjusting
the weighting of the kernel such that its integral is equal to 1. This is a
requirement for the SPH approximation to work as discussed in the beginning
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Gaussian kernel
Derivative

Cubic spline kernel
Derivative

Figure 3.4 – Gaussian kernel and its derivative (left) compared to the cubic spline
kernel and its derivative (right). Both kernels are divided by their respective dimen-
sionality factors. Cubic spline function is zero for q > 2 and it has a narrower compact
support (weights far particles less) compared to the Gaussian kernel.

of this section. (3.29) may seem like a very elegant choice as a kernel function
at a first glance since, it is mathematically sound and derivatives exist to all
orders and are all smooth. It has some serious drawbacks however. First of all,
even if the equation looks very short, it is expensive to compute because of the
exponentiation. Secondly and more importantly, a larger domain Ω is needed
since W does not vanish after the smoothing length h, which makes it even
more expensive since samples from a larger neighborhood should be included.

Because of the disadvantages of Gaussian functions, spline functions with
compact support have been frequently used. One notable example is the cubic
B-spline function, which was proposed by Monaghan and Lattanzio in [ML85]

W (x, h) = σ


2
3 − q

2 + 1
2q

3 0 ≤ q ≤ 1
1
6 (2− q)3 1 ≤ q ≤ 2

0 q ≥ 2

(3.30)

where σ is 1/h in 1D, 15/7πh2 in 2D and 3/2πh3 in 3D. The cubic spline
function has been the most widely used kernel function for SPH simulations
since it closely resembles the Gaussian function while having a narrower compact
support as can be seen in Figure 3.4. Narrower compact support limits the
average number of neighbors typically between 30 and 40 for weakly compressible
3D fluid simulations. However, since the second derivative is continuous but not
differentiable, it is not appropriate for kernel approximations of higher order
derivatives, e.g. for (3.24).

Different kernel functions were also proposed for different application areas.
Johnson et al. [JSB96] used a quadratic kernel function to simulate the high
velocity impact problem to prevent particle clustering in compression problems.
Müller et al. [MCG03] proposed using three different kernel functions for density,
pressure force and viscosity force computations for real-time fluid simulations.

In this thesis, the cubic spline kernel and its first derivative is used for all
SPH interpolations including boundary pressure computation (Section 3.3).
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h h

Figure 3.5 – Neighborhood search in 2D using a regular grid with cell size h. For the
red particle, its neighbors are searched in the red square. After distance comparison
(r < h), green particles are added as its neighbors.

3.1.6 Neighborhood search

As discussed in the previous subsection, having a kernel function with a compact
support radius allows to completely ignore particles that are outside of the
smoothing length h. For this reason, commonly a voxel grid with edge length h
have been used [MCG03, BT07], such that for each particle, checking only 27
cells in 3D (and 9 cells in 2D) simulations is enough (Figure 3.5). This property
of the kernel function reduces the algorithmic complexity of neighborhood search
from O(n2) to O(k · n) where k ≈ 27 in 3D and k ≈ 9 in 2D. As a consequence,
the number of neighboring particles is also limited (approximately 36 in 3D
and 12 in 2D), which reduces the force computation complexity by the same
amount.

In this thesis, optimized variations of the regular grid approach are used,
which are briefly discussed in Section 4.

3.1.7 Time-stepping

Time-stepping stands for the subsequent integration of forces to determine the
velocities and then the positions of the particles in the system, given their initial
velocities and positions. Different numerical time integration schemes have been
employed for ordinary differential equations (ODEs). Some of them are the
Euler, the Euler-Cromer, the Verlet, the Velocity Verlet6, Runge-Kutta methods,
the Beeman method, and the Two Step Velocity Verlet method [Mon06].

Since SPH interpolation allows writing the partial differential equations
of Navier-Stokes equations in the form of second order ordinary differential
equations (see Section 3.1.1), the integration schemes listed above can be
used. Since higher order integration schemes (such as Runge-Kutta methods)
usually require multiple force computations for each simulation step, lower
order schemes are generally preferred in computer animation. We have used
the Euler-Cromer7 integrator in our simulations, which is first order accurate

6Also known as the leap-frog method.
7Also known as the semi-implicit Euler method.
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in position and velocity, and can be written as,

vi(t+ ∆t) = vi(t) + ∆tai(t) (3.31)
xi(t+ ∆t) = xi(t) + ∆tvi(t+ ∆t), (3.32)

where ∆t is the time step. The only difference of the Euler-Cromer integrator
compared to the Euler integrator is the swapped order of the velocity and position
update, which makes it far more stable. The convergence of Euler-Cromer is
actually equivalent to Velocity Verlet, which is a second order integrator. The
reason is, when the global errors are considered, both have the same error in
position and velocity O(∆t2). For more details, see [GN05]. The regular Verlet
integration scheme was also experimented, which has O(∆t4) error in position
and can be derived by adding up the third order Taylor series approximations
of xi(t+ ∆t) and xi(t−∆t), which results in

xi(t+ ∆t) = 2xi(t)− xi(t−∆t) + ∆t2ai(t). (3.33)

Since the velocity term vanishes, it can be computed by using central difference
as

vi(t+ ∆t) =
xi(t+ ∆t)− xi(t−∆t)

2∆t
,

which results in O(∆t2) error in velocity. In our experiments however, we
couldn’t determine any numerical advantage of the Verlet scheme over the
Euler-Cromer in terms of accuracy and convergence.

Using the final equation of motion (3.28) derived on page 25, the positions
and velocities of the particle system can be easily computed according to (3.31)
and (3.32).

For all SPH simulations, the time step ∆t should be selected according to the
forcing terms, the Courant-Friedrichs-Lewy condition and the viscous diffusion
term [Mon89]. An example time step selection scheme for weakly compressible
fluids is proposed in [MK99] as:

∆t = 0.3 ·min
i

(∆tf ,∆tcν) (3.34)

∆tf = min
i

√
h/ |fi| (3.35)

∆tcν = min
i

h

cs + maxj

∣∣∣hvij ·rij
r2ij

∣∣∣ , (3.36)

where ∆tf is based on the force per unit mass |fa|, minimum is over all particles,
and maximum in (3.36) is over all particles that contribute to the viscosity of
particle i. Using the above criteria, a new time step can be selected for each new
simulation step adaptively. Time stepping is covered in more detail in Section
3.4 on page 36 along with a new adaptive time stepping scheme for PCISPH.

3.1.8 Algorithm
The basic algorithm for the equation of state based SPH fluids can be seen in
Algorithm 3.1. Except the computation of boundary forces, all of the other
steps are explained so far. Boundary handling techniques along with a novel
technique is discussed in detail in Section 3.3.
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Algorithm 3.1 Equation of state based SPH
1: while animating do
2: foreach particle i do
3: find neighbors Ni(t);
4: end foreach
5: foreach particle i do
6: compute density ρi(t);
7: compute pressure pi(t);
8: end foreach
9: foreach particle i do

10: compute and add up accelerations ap,ν,c,exti (t);
11: end foreach
12: foreach particle i do
13: compute new velocity vi(t+ ∆t);
14: compute new position xi(t+ ∆t);
15: end foreach
16: end while

3.2 Predictive corrective incompressible SPH

As explained in Section 3.1.3, the equation of state based pressure computation
(which is used in SESPH implementations) satisfies the incompressibility of the
fluid by simulating acoustic waves inside the medium using an equation of state.
Those equations employ a cs (speed of sound) parameter that controls the speed
of the acoustic waves, hence, higher cs values result in lower compressibility,
which in turn require lower time steps from (3.36). Except simple scenarios
like dam breaks [BT07], the cs parameter is also very hard to select for varying
simulation settings, even impossible for dynamic scenarios, where the result of
the simulation cannot be easily estimated using analytical methods.

As briefly discussed in Section 2.2.1, satisfying incompressibility by solving
a pressure Poisson equation is also disadvantageous because of the complexities
on formulating and solving the system for a growing number of particles.

Solenthaler et al. [SP09] proposed a method called predictive corrective
incompressible SPH (PCISPH) by combining the advantages of both SESPH
and ISPH, which are, low computational cost per simulation step and larger
time steps. It uses a prediction-correction scheme that propagates the esti-
mated density values inside the fluid, then updates the pressures such that
the incompressibility is achieved. The original form of the algorithm stops the
propagation as soon as the user defined maximum density fluctuation condition
ηmax for each individual particle is met. As illustrated in Figure 3.2 on page
22, its results are in good agreement with SESPH approaches.

3.2.1 Derivation

In PCISPH, the aim is to find a pressure p which changes the particle position
such that predicted particle density correspond to the predefined reference
density. The authors mention that they used some approximations to make
the final pressure update rule simple and thus efficient to compute. They also
indicate that those approximations increases the number of iterations needed
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to reach the user defined maximum density fluctuation ηmax. In the following
derivation, it is assumed that all particles have the same mass and smoothing
length.

For a given smoothing length h, the density of a particle at time t + 1 is
computed using the summation density approach (3.13) as

ρi(t+ ∆t) = m
∑
j

W (xi(t+ ∆t)− xj(t+ ∆t))

= m
∑
j

W (xi(t)−∆xi(t)− xj(t)−∆xj(t))

= m
∑
j

W (dij(t) + ∆dij(t))

where dij(t) = xi(t)− xj(t) and ∆dij(t) = ∆xi(t)−∆xj(t). First order Taylor
approximation can be applied to the term W (dij + ∆dij(t)), assuming that
∆dij is relatively small, which results in

ρi(t+ ∆t) = m
∑
j

W (dij(t)) +∇W (dij(t)) + ∆dij(t)

= m
∑
j

W (xi(t)− xj(t)) +m
∑
∇W (xi(t)− xj(t)) · (∆xi(t)−∆xj(t))

= ρi(t) + ∆ρi(t)

where the term ∆ρi(t) is unknown and as shown in a later step, is a function of
p. After some reformulation and again substituting Wij = W (xi(t)− xj(t)) for
clarity yields

∆ρi(t) = m
∑
j

∇Wij · (∆xi(t)−∆xj(t))

= m
(∑

∇Wij∆xi(t)−
∑
∇Wij∆xj(t)

)
= m

(
∆xi(t)

∑
∇Wij −

∑
∇Wij∆xj(t)

)
. (3.37)

∆x can be derived from the time integration scheme Verlet ((3.33) on page 28).
If the displacement term from the previous time step is neglected along with all
other forces except the pressure force, it becomes

∆xi = ∆t2api . (3.38)

The above assumption requires that the fluid being simulated is non-viscous.
For viscous fluids, the viscosity forces cannot be simply omitted. Assuming
that neighbors have equal pressures p̃i and their densities correspond to the
rest density ρ0 (because of the incompressibility condition), the acceleration
caused by pressure (3.21) can be written as

api = −m
∑(

p̃i
ρ2

0

+
p̃i
ρ2

0

)
∇Wij

= −m2p̃i
ρ2

0

∑
∇Wij . (3.39)
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Inserting (3.39) into (3.38) yields

∆xi = −∆t2m
2p̃i
ρ2

0

∑
∇Wij . (3.40)

Because of the pressure pi of particle i, a neighboring particle j changes its posi-
tion by amount ∆xj|i. Since the pressure forces are symmetric, the acceleration
contribution that j gets from i can be written as

apj|i = m

(
p̃i
ρ2

0

+
p̃i
ρ2

0

)
∇Wij = m

2p̃i
ρ2

0

∇Wij

where the position of j changes by amount

∆xj|i = ∆t2m
2p̃i
ρ2

0

∑
∇Wij . (3.41)

Now, equations (3.40) and (3.41) can be inserted into (3.37), since only the
effect of the particle i was considered, i.e. ∆xj = ∆xj|i

∆ρi(t) = m

[
−∆t2m

2p̃i
ρ20

∑
∇Wij ·

∑
∇Wij −

∑
j

(
∆Wij ·∆t2m

2p̃i
ρ20

∑
∇Wij

)]

= ∆t2m2 2p̃i
ρ20

[
−
∑
j

∇Wij ·
∑
j

∇Wij −
∑
j

(∇Wij · ∇Wij)

]
,

and solving for p̃i results in

p̃i =
∆ρi(t)

β
[
−
∑
j ∇Wij ·

∑
j ∇Wij −

∑
j(∇Wij · ∇Wij)

] (3.42)

where
β = ∆t2m2 2

ρ2
0

. (3.43)

After a lengthy derivation, (3.42) has a very important meaning. It says that p̃i
amount of pressure is necessary to achieve ∆ρi(t) change in density. Since the
predicted density error of a particle can be simply computed as ρ∗erri = ρ∗i − ρ0,
that error can be reversed by applying the pressure

p̃i =
−ρ∗erri

β
[
−
∑
j ∇Wij ·

∑
j ∇Wij −

∑
j(∇Wij · ∇Wij)

] .
The above formula only works in the case that the particle i has a filled
neighborhood. However, it can be converted to a single scaling factor δ according
to the formula below, which should be evaluated for a prototype particle with
filled neighborhood. The resulting value can then be used for all particles. In
our implementation, 27 particles in 3D (or 9 particles in 2D) are created in
simple cubic form, and δ is computed for the particle in the center. Finally, the
following equations are obtained, which form the basis of the PCISPH method

δ =
−1

β
[
−
∑
j ∇Wij ·

∑
j ∇Wij −

∑
j(∇Wij · ∇Wij)

] (3.44)
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Algorithm 3.2 PCISPH
1: while animating do
2: foreach particle i do
3: find neighbors Ni(t);
4: end foreach
5: foreach particle i do
6: compute and add up accelerations aν,c,exti (t);
7: set pressure pi(t) = 0;
8: set acceleration caused by pressure api (t) = (0, 0, 0)T ;
9: end foreach

10: k = 0;
11: while (max(ρ∗erri > η) or k < 3) do
12: foreach particle i do
13: predict velocity v∗i (t+ ∆t);
14: predict position x∗i (t+ ∆t);
15: end foreach
16: foreach particle i do
17: update distances to neighbors Ni(t);
18: predict density ρ∗i (t+ ∆t);
19: predict density variation ρ∗erri(t+ ∆t);
20: update pressure pi(t)+ = δρ∗erri(t+ ∆t);
21: end foreach
22: foreach particle i do
23: compute acceleration caused by pressure api (t);
24: end foreach
25: k+ = 1;
26: end while
27: foreach particle i do
28: compute new velocity vi(t+ ∆t);
29: compute new position xi(t+ ∆t);
30: end foreach
31: end while

and
p̃i = δρ∗erri .

In the original PCISPH algorithm, the prediction-correction step is repeated as
long as the user defined incompressibility condition is not satisfied, hence the
correction pressures should be accumulated as

pi+ = p̃i.

3.2.2 Algorithm
The PCISPH method [SP09] predicts density fluctuations which are then cor-
rected using pressure forces. Thereby, the pressure pi(t) is iteratively computed
for each particle such that the predicted density fluctuation ρ∗erri(t + ∆t) is
lower than a predefined maximum value η. In each iteration, the predicted
particle position x∗i (t+ ∆t) and velocity v∗i (t+ ∆t) are estimated based on x(t),
v(t) and the predicted acceleration.
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3.3. Boundary handling

Based on the predicted positions, the predicted densities ρ∗i (t + ∆t) are
computed as

ρ∗i (t+ ∆t) =
∑
j

mjW (x∗ij , h), (3.45)

where x∗ij = x∗i (t+ ∆t)− x∗j (t+ ∆t).
Subsequently, the deviation from the reference density ρ∗erri(t + ∆t) =

ρ∗i (t+ ∆t)− ρ0 is taken into account to update the pressure that corrects the
predicted density error

pi(t)+ = δρ∗erri(t+ ∆t), (3.46)

where δ is a precomputed value which is defined in (3.44).
Finally, the acceleration caused by the pressure force

api (t) = −
∑
j

mj

(
pi(t)

(ρ∗i )
2

+
pj(t)

(ρ∗j )
2

)
∇W (x∗ij , h) (3.47)

is used to recompute the predicted positions and velocities for all particles.
This procedure is repeated until all predicted particle variations are smaller
than a user-defined threshold value η%. Solenthaler and Pajarola suggest a
minimum of three iterations in any loop in order to limit temporal fluctuations
in the pressure field. The PCISPH method is illustrated in Algorithm 3.2.
Before the density prediction ρ∗erri(t+ ∆t) of a particle (line 18 of Algorithm
3.2), its neighborhood needs to be recomputed using the predicted positions
x∗i (t + ∆t). For efficiency reasons however, the authors have chosen to reuse
the current neighbors and only recompute the distances and accordingly the
kernel values. This approximation, however causes small errors in the density
and pressure estimation, which in turn may result in density overestimation or
underestimation. When density overestimation happens, the final densities show
less fluctuation than the threshold η, which is not a big problem in general. In
the density underestimation case however, the convergence loop may terminate
early without computing the correct pressure. The authors also mention that
these cases are not handled in their implementation, but they also hint that
using sufficiently small time steps, or recomputing the neighborhood in those
cases should diminish those situations.

Note that in this thesis, η is used for absolute density fluctuation and η% is
used for density fluctuation in percentage. Thus η% = 2⇔ η = 20 for a fluid
with rest density ρ0 = 1000 kg

m3 .

3.3 Boundary handling

The main source of the solid interface problem in SPH is caused by the particle
deficiency along the boundaries as illustrated in Figure 3.6.

Using the constant correction scheme as proposed in (3.14) on page 21 only
assigns the initial density for the fluid particles that are close to the boundary.
Normally, however, those particles should have higher densities compared to the
particles above them (assuming there is gravity). This underestimation causes
unpleasant stacking artifacts. Additionally, if there are no particles on the
other side of the boundary, the pressures forces of those fluid particles remain
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W

x

Boundary

Figure 3.6 – One dimensional illustration of the boundary deficiency problem. The
density of the red particle will become underestimated, even after the constant
correction. Additionally, since there is no any particle on the left hand side, the
pressure force will never have a component in positive-x direction (see (3.21)).

on a plane that is parallel to the boundary (see Figure 3.7), which prevent
their movement back into the fluid. Hence, those stacking artifacts do not
recover by time. They can be eliminated by generating boundary forces using
the penalty based methods as proposed in [Mon94, MST+04, Mon05, HKK07].
Those methods however, disturb the fluid flow since their potentials only rely
on a polynomial that is a function of the distance of fluid particles to the
boundaries, which result in wrong pressure forces.

External forces such as boundary forces Fb also influence the density distri-
bution of the fluid. High pressure forces have to be employed to counteract the
compression when, e.g. a fast moving fluid hits a static obstacle. The fluid-rigid
interaction, therefore, challenges the simulation method for incompressible fluids.
In this section, a new boundary handling scheme is presented that incorporates
density estimates at the boundary into the pressure force. Thereby, oscillations
and wrong pressure forces are avoided and, therefore, large time steps can be
handled.

Similar to [BTT09], boundaries (walls and rigid-bodies) are sampled with
non-moving fluid particles which are called boundary particles. Each boundary
particle b stores its position xb, normal nb, mass mb, density ρb and pressure pb.
Boundary particles are used to update the density of neighboring fluid particles
and vice versa. The same support radius h is used for fluid and boundary
particles. Thus, different particle sets interact in the usual way. However, forces
are not computed for the boundary particles, since they are static. In the
following, it is assumed that the spacing of the boundary particle is equal to
the equilibrium distance r0 = 0.5 · h of the fluid particles. Thus, a fluid particle
i is considered to penetrate the boundary at position xb, if |xi − xb| < r0.

In [BTT09], the penetration is predicted after the fluid and rigid body forces
are computed. For penetrations of static rigid bodies, the position and velocity
of i is updated as

vi(t+ ∆t) = ε [v∗i (t+ ∆t)]t − δ [vi(t)]n (3.48)
xi(t+ ∆t) = x∗i (t+ ∆t) + ‖(x∗i (t+ ∆t)− xb)‖ · nb (3.49)

where [vi(t)]n = (vi(t) ·nb) ·nb denotes the normal velocity and [v∗i (t+ ∆t)]t =
v∗i (t + ∆t) − [v∗i (t+ ∆t)]n the tangential velocity. ε, δ ∈ [0, 1] are controlling
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3.3. Boundary handling

(a) (b)

Figure 3.7 – The boundary stacking problem. Increasing redness denotes higher
pressure values. a) Because of the particle deficiency along the boundaries, the
pressure forces for particles along the boundary do not have any component in the
upward direction (see (3.21) on page 24). Consequently, those particles are constrained
to stick to the plane. Additionally, their high pressures result in a gap with the upper
layer. b) Boundary is sampled using the proposed approach. Since there is no particle
deficiency, pressure forces on the particles have a component in the upward direction,
which eliminates stacking. For the illustration, see Figure 3.8.

the friction and the elasticity of the collision.
According to the boundary sampling, it is possible that a fluid particle i

penetrates more than one boundary particle at the same time. Thus, for concave
objects with sharp features, iteratively correcting the positions might lead to
time-inconsistent corrections of the particle positions. Hence, for concave regions
we propose to estimate the penetration depth and direction by employing a
weighting function to compute a time-consistent correction force Fbi in the sense
of [HTK+04].

The boundary normals nci of all boundary particles b which are penetrated
by particle i are averaged as

nci =
∑
b

wcibnb (3.50)

wcib = max

(
0,
r0 − ‖x∗ib‖

r0

)
(3.51)

where ‖x∗ib‖ = ‖(x∗i (t+ ∆t)− xb)‖. The position of the particle i is then
corrected according to nci with

xi(t+ ∆t) = x∗i (t+ ∆t) +
1∑
b w

c
ib

∑
b

wcib(r0 − ‖x∗ib‖)
nci
‖nci‖

(3.52)

while the resulting velocity is computed as

vi(t+ ∆t) = ε [v∗i (t+ ∆t)]t . (3.53)

For planar regions however, the new position correction scheme causes the
fluid movement to get slightly affected by the underlying particles. The reason
is, it allows the fluid particles reach closer to the boundary, where boundary
particles have more effect on the flow. In order to prevent those movements,
(3.48) is used for those regions, which aligns the particles planarly. When
handling position correction for fluid particles, concave and planar regions are
distinguished depending on the relative angles of neighboring boundary particle
normals.
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Chapter 3. Theory

(1) (2) (4)(3)

Figure 3.8 – (1) As the pressure values of fluid particles increase, the pressure values
of boundary particles also increase. (2) Correspondingly, the marked particle gets
an increased pressure force component upwards. (3) That force causes the marked
particle to move to the upper layer. (4) High density region is resolved.

As stated in [BTT09], the position update leads to higher density ratios in
the fluid at the boundary interface (see Figure 5.2). Thus, smaller time steps
might be required in order to enforce incompressibility. Furthermore, stacking
of particles might occur in boundary regions since the normal velocities are
fully damped for δ = 0 in (3.48). In order to prevent stacking, the coefficient
of restitution δ might be chosen larger than zero. However, this can lead to
rigid-body-like collisions for the fluid particles. In the proposed model, these
drawbacks of the direct-forcing approach are eliminated by taking the density
contribution of the boundary particles to the fluid into account.

In the presented method, the densities of fluid and boundary particles i are
updated in each prediction step as

ρ∗i (t+ ∆t) =
∑
j

mjW (x∗ij , h) +
∑
b

mbW (x∗ib, h). (3.54)

Since the pressures of boundary particles increase with the surrounding fluid
density, it counteracts high density fluctuations. Therefore, compressions can
be rapidly resolved while stacking of particles is avoided (Figure 3.8).

The proposed approach can be applied to any SPH algorithm. We employed
it for the PCISPH method since it allows for large time steps. In contrast
to [SP09], we suggest to predict a non-penetrating fluid particle position x∗i
before computing the density fluctuation ρ∗erri . Therefore, the predicted density
fluctuation is more precise. Consequently, the compression is quickly resolved.
As shown in Chapter 5, only the combination of the direct-forcing method
with the density based pressure of the boundary particles yields smooth density
distributions.

In this section, a boundary handling method that exerts distance- and
density-based forces on the fluid was explained. It completely eliminates the
stacking artifacts and additionally, in combination with the PCISPH method,
high density ratios at the boundaries are rapidly resolved. Therefore, larger
time steps can be used in comparison to existing methods as shown in the
results chapter. In the next section, how the overall computation time can be
further reduced by using adaptive time-stepping is explained.

3.4 Adaptive time-stepping for PCISPH

As discussed briefly in Section 3.1.7, for numerical stability and convergence,
several time step constraints must be satisfied. The Courant-Friedrichs-Lewy
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condition for SPH

∆t ≤ λv
(

h

vmax

)
(3.55)

states that the speed of numerical propagation must be higher than the speed
of physical propagation, where vmax = max∀t,∀i(‖vi(t)‖) is the maximum
magnitude of the velocity throughout the simulation. λv is a constant factor,
e. g. λv = 0.4 in [Mon92]. In other words, a particle i must not move more than
its smoothing length h in one time step. Furthermore, high accelerations might
influence the simulation results negatively. Therefore, the time step must also
satisfy

∆t ≤ λf

(√
h

Fmax

)
(3.56)

where Fmax = max∀t,∀i(‖Fi(t)‖) denotes the magnitude of the maximum force
per unit mass for all particles throughout the simulation. In [Mon92], λf = 0.25
is suggested.

As stated in [SP09], the force term (3.56) dominates the time step for the
PCISPH method. However, the maximum force Fmax of all fluid particles
is not known a priori, but must be estimated according to the initial setting
of the scene, e. g. [BT07]. Unfortunately, nearly every change in the scene
setting (e.g. the density fluctuation, initial states of the particles, and the scale
of the simulation) requires resetting of the time step. For complex scenarios
with moving and non-moving objects, it can be tedious to find an appropriate
time step. Furthermore, the maximum velocity and pressure can heavily vary
throughout the simulation. In constant time stepping schemes, an approximate
minimum time step is used over the whole simulation time, even though the time
step might be too restrictive for the main part of the simulation. Contrarily,
if the time step is selected too large for an instant of the simulation, the
convergence loop in PCISPH becomes an infinite loop because of the inability
to solve for the compression. Limiting the number of convergence iterations for
those cases usually causes successive explosions.

In this section, an adaptive time-stepping scheme for PCISPH is proposed,
which smoothly adapts to the current simulation state. The proposed method
does not require any manual setting of the time step.

For PCISPH, computing the time step for each simulation step using (3.55)
and (3.56) directly causes spurious pressure shocks in the fluid if the instanta-
neous time step variation is not smooth. This is in contrast to SESPH where
equations (3.34), (3.35) and (3.36) on page 28 can be directly used to derive the
next time step. In PCISPH, the time step directly influences the pressure term
where a smaller time step results in larger pressures (see (3.43) and (3.44) on
page 31) which in turn results in a less compressible fluid. Thus, large time step
variations instantly change the pressure field, and subsequently the convergence
of the simulation. However, our observations suggest that those artifacts are
completely prevented, if the change in time step is not larger than 0.2% from
one simulation step to the next one.

The proposed method varies the time step ∆t for n particles according to
the current (overall) volume compression ρavgerr = 1

n

∑
i ρerri(t), the maximum

density fluctuation ρmaxerr = max∀i(ρerri(t)), the maximum velocity vmaxt =
max∀i(‖vi(t)‖) and the maximum force Fmaxt = max∀i(‖Fi(t)‖). These values
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are related with the user-defined maximum volume compression ηavg and the
maximum allowed density fluctuation ηmax.

According to the observations, the difference of the maximum density fluctu-
ation and the overall fluid compression ρmaxerr − ρavgerr is small for the main part of
the simulation. However, for high impacts, this value might become more than
ten times bigger without affecting the overall compression. Thus, we suggest to
choose ηmax = 10 · ηavg.

The initial time step is underestimated as ∆t = 0.25
(

h
vmax
0

)
. During the

simulation, the time step is increased by 0.2%, if and only if each of the following
criteria is satisfied:

0.19

(√
h

Fmaxt

)
> ∆t (3.57)

ρmaxerr < 4.5 · ηavg (3.58)
ρavgerr < 0.9 · ηavg (3.59)

0.39

(
h

vmaxt

)
> ∆t (3.60)

On the other hand, the time step is decreased by 0.2%, if one of the following
holds:

0.2

(√
h

Fmaxt

)
< ∆t (3.61)

ρmaxerr > 5.5 · ηavg (3.62)
ρavgerr ≥ ηavg (3.63)

0.4

(
h

vmaxt

)
≤ ∆t (3.64)

The constants in (3.57) to (3.64) have been chosen empirically. Generally, these
criteria underestimate the required time step according to (3.55), (3.56) and
the density fluctuation. They can be relaxed and restricted by changing the
constant parameters.

The proposed method adjusts the time step such that for the PCISPH method
not more than three iterations are needed to resolve the volume compression.
Hence, in contrast to [SP09], the number of iterations is limited to three. Still,
the overall volume compression is enforced according to (3.59), (3.63).

However, for simulations with large shocks, (e.g. corner breaking dam) the
maximum density fluctuation might increase dramatically in one time step. In
these scenarios, decrementing the time step by only 0.2% is not sufficient to
resolve the density fluctuation. Therefore, such shocks are handled separately.

Shock handling

The proposed adaptive time-stepping method varies the time step, if the den-
sity fluctuation, maximum force and velocity do not exceed predefined values.
However, for high impact velocities, the time step might be too large. In order
to handle those shocks, we go two simulation steps backwards and resume the
simulation using an appropriate time step ∆tnew. In case of a detected shock,
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Figure 3.9 – Frame by frame comparison of the proposed adaptive time-stepping
approach (top) to constant time stepping (bottom) in the CBD small scene. As can
be seen, the adaptive time-stepping results are in good agreement with constant time
stepping. Particle coloring is based on the velocities.

the required time step is estimated with respect to the maximum force and
velocity computed for the shock/impact:

∆tnew = min

(
0.2

√
h

Fmaxt

, 0.25
h

vmaxt

)
. (3.65)

A shock is detected, if one of the following criteria is met:

ρmaxerr (t)− ρmaxerr (t−∆t) > δshock (3.66)
ρmaxerr (t) > ηmax (3.67)

0.45

(
h

vmaxt

)
< ∆t (3.68)

with ηavg < δshock < ηmax. The method handles shocks in a predictive-corrective
manner. Since a shock is detected, if ρmaxerr exceeds ηmax, any user-defined
maximum density fluctuation can be guaranteed. Note that (3.65) varies the
time step by more than 0.2%. Thus, the pressure field is instantaneously
changed. However, shocks are prevented in subsequent simulation steps by
explicitly underestimating the new, required time step. Thereby, the overall
simulation result is not visibly changed since the number of shocks is kept at
minimum. Comparison with constant and adaptive time-stepping schemes using
120K particles is illustrated in Figure 3.9.

Those rare density shocks that occur because of the relatively large time step
changes in shock handling can also be prevented if the δ value in PCISPH (3.44)
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is varied not more than 0.4%8. In this case however, resuming the simulation
from two simulation steps backward will not give enough time for δ to change
smoothly. This problem can be easily solved if the simulation state is saved
once in every 50 to 100 simulation steps, where only the last two saves are
kept. When a shock occurs, the simulation resumes from the appropriate saved
state depending on the variance of the time step such that the δ value will have
enough time to vary smoothly.

The proposed time stepping scheme automatically computes the required
time step which enforces a predefined volume compression ηavg and guarantees
a maximum density fluctuation ηmax. It reduces the overall computation time
without affecting the simulation results. Generally, the state of the fluid evolves
very smoothly, therefore increasing and decreasing the time step by 0.2% is
sufficient for most of the time. Shocks occur rarely and can be resolved by
one of the two proposed methods. For the simulations shown throughout the
thesis, the first variation of the shock handing is used since it does not cause
any visible difference in the simulation results because of the prevention from
subsequent shocks.

8Substituting 0.2% time step variation into (3.43) causes (3.44) to change by 0.4%.
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4
Implementation

Our software framework is implemented in C++ and parallelized using OpenMP
[Ope05]. It completely relies on cross platform libraries to ensure portability1.
It has a simple console along with an embedded interaction language that allows
altering most of the simulation/visualization settings and adding/removing
simulation and visualization entities at run time (Figure 4.1).

In all of the simulations except the Glass scene, fluid particles are generated
in simple cubic form inside a bounding box. In the Glass scene, a particle
source is generating the fluid particles with specified time intervals.

All of the particle based renderings are visualized directly inside our software.
Those particles are drawn as point sprites2 so as to render as many particles
as possible in real time performance. For high quality renderings and videos,
firstly the fluid surface is reconstructed using a surface reconstruction algorithm
as proposed in [SSP07], where isolated particles (particles that have less than
a specific number of neighbors) are excluded. Afterwards, the reconstructed
surface and isolated particles, along with other objects in the scene are exported
to POV-Ray3 in its native format. Isolated particles are separated in the pipeline
so as to make the surface reconstruction faster, and also to render them using
analytic spheres, which are very fast to render for a ray tracer. After specifying
necessary rendering options, such as lighting and shading parameters, frames
are rendered. Advanced rendering techniques such as caustics, image based
lighting, and radiosity are used so as to enhance realism. For the interested
reader, surface reconstruction and advanced rendering topics are thoroughly
discussed in [Aki10].

In this thesis, the regular grid approach for neighborhood determination
is avoided because of its memory bandwidth and space costs. In the regular
grid layout, most of the particles in spatial proximity are not actually close
in memory, which increases the cache miss rate, and consequently causes high
memory transfer costs. Hence, an improved version of the grid-based spatial
hashing method [THM+03] and an improved version of grid-based index sorting
method [OD08] is used. In the basic spatial hashing method, a hash function

1We used OpenGL for hardware accelerated rendering, GLFW for creating OpenGL
contexts and user interaction, OpenIL for image input/output and GLEW for OpenGL 2.0
extensions.

2Point sprites are very fast to render compared to rendering geometric objects (in our case
spheres), because they require just a single vertex transfer per particle, then the rasterizer
renders the specified image (in our case, a sphere image) for all the vertex positions.

3Persistence of Vision Raytracer is a ray tracing program that allows photorealistic
rendering.
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Figure 4.1 – Our software framework. The interactive console can be seen in the
first image.
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Figure 4.2 – A wine glass is sampled with different inter-particle distances. The
sampling rate is 0.036 in the left and 0.018 in the middle, where the original surface
can be seen in the right.

maps a position x = (x, y, z) into a hash table of some predefined size. The most
important advantage of the spatial hashing method is the ability to represent
infinite simulation domains. Additionally, the particles are sorted along a space
filling curve4 for improved memory coherence. In the index sorting method,
particles are sorted by their cell coordinates so as to create proximity in memory,
then indexes of the sorted array are stored in each cell.

In the presented boundary handling method, walls and rigid bodies are
represented by boundary particles. In order to represent the shape of the
rigid bodies precisely, a sampling density equal to the rest distance of the
fluid particles is required. For achieving a close to uniform sampling, an
isotropic, feature-sensitive re-meshing algorithm to two-manifold boundary
objects [BK04, BPR+06] is applied. Afterwards, the boundary particles are
placed at the vertices of the resultant mesh. A wine glass object with different
sampling rates can be seen in Figure 4.2.

Since the number of boundary particles influences the computational amount,
only the active boundary particles are taken into account (Figure 4.3). Boundary
particles are activated in the neighborhood search. As the fluid is only in contact
with a small percentage of all boundary particles at once, the effect of boundary
particles on the computation time is small.

4Space filling curves, such as Hilbert Curve and Z-Curve, are commonly used for partially
transforming spatial coherence to coherence in memory.
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Figure 4.3 – A small dam break with a bear, for illustrating boundary particles.
The yellow particles along the boundaries are active boundary particles, which are
included in the simulation loop.
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5
Results

In this chapter, firstly the comparison of PCISPH to SESPH methods is made,
then secondly, the capabilities of the proposed approaches are shown. First, the
effect of the boundary method on the density distribution and the required time
step is examined. Then, the adaptive time-stepping scheme with respect to
performance, stability and influence on the simulation convergence is discussed.
Finally, the proposed methods are applied to complex scenarios. For these
scenes, performance measurements and simulation data are summarized. For
all of the simulations, a fluid with rest density 1000 kg

m3 have been used. Unless
otherwise mentioned, timings are given for an Intel Xeon 7460 with 24 2.66
GHz CPUs. Visualization times are omitted from the given timings.

5.1 PCISPH and SESPH

As previously discussed in Section 3.1.7; ideal gas equation and Tait equation
have very similar behavior for incompressible fluids. This is confirmed by the
measurements given in Table 5.1. The simulation settings are the same for
all of the three simulations, namely; cs = 40ms , viscosity constant α = 0.1,
surface tension constant κ = 0.1. The total sequence was 12 real seconds and
the number of fluid particles was 3042. For similar simulation results, the
performances of the Tait equation and the ideal gas equation are equal. In
comparison, the PCISPH is 9.5 times faster due to its ability to handle larger
time steps, while yielding very similar simulation behavior to SESPH based
methods. Time evolutions of average and maximum densities of the three
simulations are plotted in Figure 5.1. While the density variations of the two
SESPH approaches are very similar in appearance, average density variation for
PCISPH is slightly different compared to the other two. Additionally, although
the maximum density fluctuation for a particle in PCISPH is less than the
other two methods, the overall volume compression is slightly larger. For this
comparison, the timings are given for an Intel Pentium M 2.13 GHz.

5.2 Boundary method

In order to show the capabilities of the proposed boundary handling scheme,
it is compared with the direct-forcing methods [BTT09] and [HKK07]. The
methods were tested in a simple corner breaking dam scene with 23k particles.
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tsim ∆t ¯ρavgerr ¯ρmax
err max

∀t

[
ρavgerr (t)

]
max
∀t

[ρmax
err (t)]

SESPH (Gas) 37min 0.0001 0.13% 0.42% 0.46% 9.9%

SESPH (Tait) 38min 0.0001 0.14% 0.44% 0.44% 9.3%

PCISPH 4min 0.0015 0.26% 0.81% 0.87% 8.5%

Table 5.1 – Comparison of SESPH (Gas), SESPH (Tait) and PCISPH for the anima-
tion sequence in Figure 3.2 on page 22 in terms of compressibility and performance.
In the columns, tsim is the total time needed for the simulation, ∆t is the time step,

¯ρavgerr is the mean average density error, ¯ρmax
err , is the mean maximum density error,

and the last two are the maximum variants of the previous two columns respectively.
The total number of simulation steps was 600.

Figure 5.1 – Time evolutions for the average and the maximum fluid densities for
the animation sequence in Figure 3.2. The differences in density evolutions of ideal
gas and Tait equations are indiscernible.
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5.2. Boundary method

Figure 5.2 – Influence of the boundary method on the pressure distribution. Particles
are colored relative to the highest current pressure where red is the maximum and
white is the minimum. The position correction of direct-forcing approaches might lead
to stacking of particles (middle [BTT09]) and high density ratios (middle [BTT09] and
right [HKK07]). By additionally taking the pressure on the boundary into account, a
smooth distribution is achieved (left, proposed method).

Both reference boundary methods were integrated into the proposed PCISPH
algorithm (see Algorithm 5.1) without adapting the time step.

Those different schemes are compared with respect to the influence on the
density distribution and the time step. For all methods, the maximum time
step was determined which satisfied an overall volume compression η%

avg smaller
than 1%. Since for the PCISPH method, these values are also influenced by the
number of iterations required to correct the density error, three iterations were
used in all simulation steps. For all methods, free-slip condition was used, i.e.
the tangential velocity was not damped.

In Figure 5.2, a side-by-side comparison of the tested methods is given.
The particles are colored according to the pressure distribution. The coloring
scheme assigns the color red to the highest pressure and white to the lowest
pressure in the current time step. These values are interpolated according to√

pi(t)
pmax(t) . Note that the maximum pressure and hence the color schemes are

not normalized, i.e. for different methods, the same color might refer to different
pressures.

As can be observed, the pressure distribution differs a lot for the three
boundary methods. In [BTT09], the normal velocity of colliding fluid particles
is nonexistent. In the test scenario, the fluid volume covers the floor completely
and therefore, particles on the floor get stuck. This results in a high pressure ratio
of the particles colliding with the boundary and their non-colliding neighbors
(on top). Due to the high pressures of the colliding particles, the particles in the
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Algorithm 5.1 PCISPH with the proposed boundary handling and adaptive
time-stepping.
1: while animating do
2: foreach particle i do
3: find neighbors Ni,b(t);
4: end foreach
5: foreach particle i do
6: compute and add up accelerations aν,c,exti (t);
7: set pressure pi(t) = 0;
8: set acceleration caused by pressure api (t) = (0, 0, 0)T ;
9: end foreach

10: foreach particle b do
11: set pressure pi(t) = 0;
12: end foreach
13: k = 0;
14: while k < 3 do
15: foreach particle i do
16: predict velocity v∗i (t+ ∆t);
17: predict position x∗i (t+ ∆t);
18: predict world collision x∗i (t+ ∆t);
19: end foreach
20: foreach particle i,b do
21: update distances to neighbors Ni,b(t);
22: predict density ρ∗i,b(t+ ∆t);
23: predict density variation ρ∗erri,b(t+ ∆t);
24: update pressure pi,b(t)+ = δρ∗erri,b(t+ ∆t);
25: end foreach
26: foreach particle i do
27: compute acceleration caused by pressure api (t);
28: end foreach
29: k+ = 1;
30: end while
31: foreach particle i do
32: compute new velocity vi(t+ ∆t);
33: compute new position xi(t+ ∆t);
34: compute world collision ((3.52) and (3.53))
35: end foreach
36: adapt time step ∆t
37: recompute β (3.43) and δ (3.44)
38: end while
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upper layer get large pressure forces in the surface normal direction. This results
in a spatial gap between the particles (see Figure 5.2, middle). Furthermore,
the high pressures of the fluid particles on the boundary might cause unnatural
acceleration of neighboring particles.

In [HKK07], the boundary contributes to the density of the fluid particles.
However, the contribution is only related to the distance and not to the current
pressure on the boundary. This results in a noisy pressure distribution with
local high pressure ratios (see Figure 5.2, right).

It is observed that large pressure ratios might result in strong pressure
forces and hence high accelerations. In contrast to [HKK07, BTT09], the
proposed method computes the pressure on the boundary particles like for fluid
particles. Therefore, particles do not get stuck on the boundary, while the
pressure distribution is very smooth (see Fig. 5.2, left). Thus, the proposed
method can generally handle larger time steps compared to [HKK07, BTT09].
For the test scene, the following time steps could be used: ∆t = 0.0008 [BTT09],
∆t = 0.0015 [HKK07] and ∆t = 0.0045 for the proposed boundary method.

Note that in penalty-based boundary methods, large forces and, thus, small
time steps are required to resolve the penetration into the boundary. Since the
proposed method enforces non-penetration by directly correcting the positions,
much larger time steps can be used.

5.3 Adaptive time-stepping

The proposed adaptive time-stepping method requires no manual setting of
the time step, since it increases and decreases according to the current state
of the simulation. Adaptively changing the time step might, however change
the simulation results. In order to show that the scheme does not affect the
simulation results, a corner breaking dam with 120k particles was computed
(CBD small) using constant and adaptive time-stepping. For the adaptive
time-stepping, vmax and Fmax is tracked. These values are used to compute
the required constant time step according to (3.55) and (3.56). Note that for
adaptive time-stepping, the time step is underestimated and thus, ∆tmin is
smaller than the constant time step. Both scenes were computed with the
proposed boundary handling method.

As was shown in Figure 3.9, the visual result of the adaptive time-stepping
is in good agreement with the constant time-stepping. In this scene, the overall
computation time tsim to compute 20 real seconds treal of simulation was 1 hour
and 43 minutes with constant time-stepping and 29 minutes with the proposed
adaptive time-stepping method. Thus, for this scene the overall speed up is
3.55 (see Table 5.2).

In order to demonstrate the shock handling, a scene was designed with high
impact velocities. A fluid volume with 1.3 million particles is dropped from
above. The fluid first hits some spheres with high impact velocities, then to the
ground (see Figure 5.4). These two shocks are resolved by starting from two
simulation steps backwards, and resuming the simulation using an appropriate
time step. Figure 5.3 shows the evolution of the time step for this scenario and
the CBD large scene. According to the pessimistic estimation of the required
time step, subsequent shocks are prevented.

For scenarios with high impact velocities, like the Shock scene, the adaptive
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Figure 5.3 – Time step evolutions for the Shock scene (top), and the CBD large
scene (bottom). In the Shock scene, two shocks have occurred around 1s and 6s. In
the CBD large scene, three shocks have occurred around 1s, 4s and 6s.

time-stepping method reduces the overall computation time significantly. For
other scenes, like the Wave scene (see Figure 5.6), the speed up might be rather
small. However, in every case, it adapts to the current state of the simulation
and prevents numerical instabilities.

5.4 Performance and application

The proposed algorithm (see Algorithm 5.1 on page 48) was applied to a scene
where up to 75K particles fill a glass (see Figure 1.1 on page 10). In this scene,
the fluid interacts realistically with the static object while comparatively large
time steps could be used.

Furthermore, a corner breaking dam with 1.7 million particles was simulated
(see Figure 5.5). According to the large number of particles, small details are
well preserved. Due to the turbulent flow, a speed up of 5.2 is achieved with
adaptive-time stepping.

The proposed boundary handling algorithm is designed for one-way rigid-
fluid coupling with static objects. In order to show that the algorithm might
also work for moving rigid bodies, a wave generator with a moving wall was
simulated. In the Wave scene, the wave generator moves in one dimension
according to the cosine function with a peak velocity 1.0ms . Hence, the 1.8
million fluid particles forming a gentle wave that runs up a beach. Since the
moving boundary did not cause any problem to the simulation, the proposed
algorithm might also be extended for two-way coupling of rigid bodies with
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#p CPUs treal max
∀t

[ρavgerr (t)]
#Pboundary

#Pfluid

Glass 75K 24 10 s 0.65% 31.4%

CBD small 120K 8 20 s 0.95% 14%

Shock 1.3M 24 20 s 0.70% 9.1%

CBD large 1.7M 24 20 s 1.30% 5.4%

Wave 1.8M 24 20 s 0.50% 6.5%

tsim adaptive tsimconstant
speed
up

Glass
4min

(∆tmin = 0.0015, ∆tmax = 0.0028)
6min

∆t = 0.0018
1.50

CBD small
29min

(∆tmin = 0.00114, ∆tmax = 0.00388)
1 h 43min

∆t = 0.00116
3.55

Shock
11 h 25min

(∆tmin = 0.00011, ∆tmax = 0.00311)
166 h 38min

∆t = 0.00012
14.50

CBD large
16 h 30min

(∆tmin = 0.00017, ∆tmax = 0.00166)
85 h 42min

∆t = 0.00018
5.20

Wave
19 h 41min

(∆tmin = 0.00051, ∆tmax = 0.00256)
29 h 43min

∆t = 0.00058
1.51

Table 5.2 – Comparison of constant time-stepping and adaptive time-stepping
performance. The maximum density fluctuation column in the above table is for
adaptive time-stepping, and the last column in the same table lists the average ratio
of the number of active boundary particles to the number of fluid particles.

fluid, and deformable bodies with fluid.
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Figure 5.4 – The Shock scene. High impact velocities might cause shocks for large
time steps. The proposed adaptive time-stepping method handles such shocks in a
predictive corrective manner. The time step evolution is shown in Figure 5.3. Caustics
are generated by using photon mapping.
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Figure 5.5 – The CBD large scene. A corner breaking dam with 1.7 million particles.
Overall computation time 16.5 hours for 20 real seconds, ∆tmin = 1.7 × 10−4,
∆tmax = 1.66× 10−3. Caustics on the ground are again generated by using photon
mapping. The time step evolution is shown in Figure 5.3.
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Figure 5.6 – The Wave scene with 1.8 million particles. Gentle waves showering three
bears. Overall computation time 19.7 hours for 20 real seconds, ∆tmin = 5.1× 10−4,
∆tmax = 2.56× 10−3. The ripple shaped caustics on the sand are generated by using
photon mapping.
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6
Conclusion and Future Work

In this thesis, firstly the standard SPH interpolation scheme was explained
and the numerical solutions of Navier-Stokes equations for incompressible flow
were shown using SPH. The advantages and the disadvantages of two density
computation methods, namely, the density summation approach and differential
density update were covered and, density correction in the event of particle
deficiencies was briefly explained. Afterwards, the standard equation of state
based pressure computation in SPH (SESPH) was explained and two commonly
used state equations, namely; the ideal gas equation and the Tait equation were
compared. By providing tabular data and images, it was shown that for weakly
compressible fluids, the two equations do not yield much difference if the stiffness
parameters are chosen the same. Subsequently, it was described how the force
terms in incompressible Navier-Stokes equations, namely the pressure force and
the viscosity force, can be computed using the SPH interpolation scheme. The
necessity of the surface tension force was mentioned and a technique that relies
on cohesion forces was explained. Also, the importance of the smoothing kernel
choice in terms of simulation performance and behavior was briefly discussed.
Then, the neighborhood search in SPH was explained. After writing the final
equation of motion, two commonly used time-stepping methods for computing
the trajectories for the particles were briefly described.

Secondly, the PCISPH algorithm was explained and its performance benefits
over SESPH approaches were illustrated. Its behavior was compared to the
SESPH approaches and it was shown that the results are in good agreement.

Finally, the solid interface problem in SPH, which arises from the particle
deficiencies along the boundary, was explained. The source of the problem
was illustrated and a new boundary handling scheme, which combines the
advantages of the direct-forcing approach with the frozen-particle method, was
proposed. It was shown that the proposed approach eliminates the drawbacks
of both methods. The stacking of particles and penetrations to the boundary
are completely eliminated since; boundary forces are computed based on the
densities of the boundary particles, together with the position correction. It
was also shown that, when the proposed algorithm is applied to the PCISPH
algorithm, high density portions at the boundary are rapidly resolved. Therefore,
smooth density and pressure distributions are enforced; which not only allows
larger time steps, but also improves the visual quality of the flow.

In contrast to SESPH, changing the time step arbitrarily in PCISPH causes
spurious density shocks. For this reason, an adaptive time-stepping algorithm
for the PCISPH method was proposed. This algorithm smoothly increases and
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decreases the required time step according to the state of the simulation. While
the adaptive time-stepping method reduces the overall computation time for
turbulent fluids, the visual result of the simulation is in good agreement with
constant time-stepping. Moreover, this method does not require any initial time
step decisions, since the time step is computed according to the current state of
the fluid. This system reduces the overall computation time for the PCISPH
method, since comparatively large time steps can be used.

There are some points however that are left as future work. First of all,
different kernel functions for the boundary particles should be experimented,
which may make the position correction more simple and remove the necessity
of handling the planar regions separately. Secondly, the mentioned boundary
handling method requires all boundary objects to be sampled using boundary
particles, which are kept in memory during the simulation. Instead of keeping
them in memory all the time, those particles may be streamed from the secondary
storage as required depending on the proximity information of fluid particles to
boundaries. Space partitioning techniques, such as binary space partitioning
trees or kd-trees may be used for this purpose. Finally, the possibilities for two
way rigid-fluid coupling should be explored.
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